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LLM and my daughter
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Al ‘breakthrough’: neural net has
human-like ability to generalize
language

A neural-network-based artificial intelligence outperforms ChatGPT at quickly folding
new words into its lexicon, a key aspect of human intelligence.

Max Kozlov & Celeste Biever
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Figure 2. Performance of Al models on various benchmarks from 1998 to 2024, including computer vision (MNIST,
ImageNet), speech recognition (Switchboard), natural language understanding (SQUAD 1.1, MMLU, GLUE), general language
model evaluation (MMLU, Big-Bench, and GPQA), and mathematical reasoning (MATH). Many models surpass human-level
performance (black solid line) by 2024, demonstrating significant advancements in Al capabilities across different
domains over the past two decades. Data are from (94) for MNSIT, Switchboard, ImageNet, SQUAD 11, 2 and GLUE. Data
for MMLU, Big Bench, GPQA are from the relevant papers (95, 96, 97).




GENAI and creativity

Walt Whitman

Creativity score Lord Byron

Samuel Butler

scientific reports

Sylvia Plath
Allen Ginsberg Al-generated poetry is
indistinguishable from human-
written poetry and is rated more
favorably

Brian Porter ' & Edouard Machery
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As Al-generated text continues to evolve, distinguishing it from human-authored content has become
increasingly difficult, This study examined whether non-expert readers could reliably differentiate
between Al-generated poems and those written by well-known human poets, We conducted two
experiments with non-expert poetry readers and found that participants performed below chance
levels in identifying Al-generated poems (46.6% accuracy, X1, N = 16,340) =75.13, p <0.0001).
Notably, participants were mare likely to judge Al-generated poems as human-authored than actual
human-authored poems (2, N = 16,340) = 247.04, p < 0.0001). We found that Al-generated poems
were rated more favarably in qualities such s rhythm and beauty, and that this contributed to their
mistaken identification as human-authored. Gur findings suggest that participants employed shared
yet flawed heuristics to differentiate Al from human poetry: the simplicity of Al-generated poems may
be easier for non-experts to understand, leading them to prefer Al-generated poetry and misinterpret
the complexity of human poems as incoherence generated by Al

Emily Dickinson

Authorship
- Al

T.S. Eliot s Human

Dorothea Lasky

Keywords Arificial intelligence, Gene : ¢ language model, Human-Al interaction
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LLM Pitfalls and limitations
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Hallucinations and lack of The."Gemini" Case .and
control “picture superiority
effect”

Presentation title | Author | Date

The Chinchilla law of
scaling
And carbon footprint
concerns

Potential copyright
infringments

Ehe New ork Times
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NATURAL LANGUAGE AND TRUTH

Improving Reproduceibility in Machine Learning Research
(A Report from the NeurIPS 2019 Reproducibility Program)
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Abstract

2003.12206v4 [cs.LG] 30 Dec 2020

One of the challenges in machine learning research is to ensure that presented and published
reslts sre sound and reliable. Reproducibility, that is abtaining similar results as presented
in & paper o talk, using the same code and data (when available), is a necessary step tn
verify the reliability of research findings. Reproducibility is also an important step to
promote open and accessible research, thereby allowing the sei ¢ community Lo quickly
integrate new fndings and convert, ideas to practice, Reprodueibility also promotes the use
of robust, experimental workflows, which potentially reduos unintentional errors. [n 2019,
the Neurs] Information Processing Systems (NeurIPS) conference, the premier internat ional
conference fo chi i ning, introduced ibility program, designed
to improve the standards across the community for how we conduct, communicate, nd
evaluate machine learning researes ¢ program contained three components: a code
iy, & community-wide reproducibiity challenge, and the inclusion of the
ducibility cheeklist as part of the paper submission process. In
components, how it was deployed. as well as what we
were able to learn from this mitiative,
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As far as it s “natural” language does not discriminate the truth
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WHERE IS GEN Al ?

A REALITY
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TRANSFORMING VALUE IS A LONG WAY AHEAD
FEEDBACK FROM OUR WORLD BENCHMARK

H

Technology can be easily
experimented but requires
efforts and skills to scale

Value is there, but not yet at the
level that some have announced

Gen Al does not substitute to
previous generation of Al

“~80% ~8%2 “A maximum of ~60 requestsin
of our portfolio is focused on Average productivity parallelis possible when using
traditional Al”" gains hyperscalers API” "

Source: Capgemini In

P . , 1) Ca ni Invent: Al Survey 2025 - Interviews with Chief Data officer” - ongoing
Réunion de travail avec L'AMIAD - Bertrand apde |oeurrrge[ 82 mars.% 4

esearch Institute, Generative Al executive survey, 2024

N

g

A

2

Adoption is not instantaneous and
needs to be sustained over time

Accuracy and risk management is
still (and will probably remain) an
issue, in particular on core
operations

“Average of ~80% - 85% “Upto 50%
accuracy for of utilization drop after few
RAG use cases”’ weeks”’

Company confidential © Capgemini 2024. Tous droits réservés |
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WHERE IS THE CURRENT PLAY

FEEDBACK FROM OUR WORLD BENCHMARK

Mature use cases Experimentation

Simple LLM Usage

¢

Compound Al Architectures

)

SECURED GPT CONTENT GENERATION

Use of internal knowledge of
large language models to
assistyou in routine tasks

(off-the-shelf / self-service)

Generation of new images,
text, videos, audio, code from
a simple query

Gen Al Projects in Production in 2025 (and Examples):*
~10% ~37%

Meetings summary
Texts translation

Product sheet production
Code generation

(1) Source : Sample of 500 projects delivered by Capgemini

Réunion de travail avec L'AMIAD - Bertrand Rondepierre | 28 mars 2024

RETRIEVE & RESTITUTE

Accelerate access to relevant

/ proprietary information and

make a synthesis according to
your needs

~46%

Employee chatbots
Knowledge management

FUNCTION CALLING

Connect LLM to other types of
tools to perform more
complex tasks like
computation (from simple
maths to Al algorithms)

~ 6%

Contextualised interactions
Augmented operator

AGENTIC WORKFLOWS

Utilization of LLM to reflect,
plan or reason, leverage
tools and combine
modalities on multiple tasks,
with minimal human
intervention

~1%

Process automation
Agentic experience

Company confidential © Capgemini 2024. Tous droits réservés |



General
Productivity
Tools

Software
engineering

Knowledge
retrieval and
synthesis

Customer
Support

Marketing /
Product
content

Generation

Process
Automation

WHERE TO PLAY N DIFFERENT KIND OF PLAYGOUNDS AT FIRST GLANCE
FEEDBACK FROM OUR WORLD BENCHMARK

Adoption Make or Buy Value Perceived Feedbacks
259% Strong uptake but overall limited impact.
POC PILOT SCALE Buy solutions face underused license costs.
75%

A A A

EARLY STAGE COREOFTHE NEXTFRONTIER
ADOPTERS MARKET EXPLORERS

POC PILOT SCALEA
EAR%AGE c0REA0FTHE NEXT FRONTIER
ADOPTERS ~ MARKET  EXPLORERS
POC PILOT SCALE

EARLY STAGE CORE OF THENEXT FRONTIER
ADOPTERS MARKET EXPLORERS

POC PILOT SCALE

A

EARLY STAGE COREOFTHE  NEXTFRONTIER
ADOPTERS MARKET EXPLORERS

POC PILOT SCALE

A A A

EARLY STAGE CORE OF THE NEXT FRONTIER
ADOPTERS MARKET EXPLORERS

POC PILOT SCALE

A

EARLY CORE NEXTFRONTIER
STAGE MARKET  EXPLORERS

10%

90%

50% | 50%

30%
70%

20%

Make solutions at scale benefit from declining compute costs.

15 to 30% productivity gains in code generation.
Strong on structured tasks, weaker on complex ones.
Broader uses (test automation, documentation generation...) remain exploratory.

Up to 30%-time savings on knowledge-intensive tasks.
Scaling remains limited by fragmented data pipelines and siloed repositories.

Trade-off between versatility and accuracy still limits large-scale adoption.
Strong potential to enable more personalized and contextual customer interactions.

High potential to boosted customer engagement by customization
Not yet fully integrated into end-to-end processes to unlockits full value.

Strong opportunities to optimize time consuming complex processes
Essential to balance the effectiveness of existing decision-based solutions with the
versatility offered by automation using generative Al
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WHAT WILL MAKE YOU PART OF THE LEADING PACK
FEEDBACK FROM OUR WORLD BENCHMARK

Early-stage adopters Core of the market Next frontier explorers

i Strategy

Value
tracking

Operating
2= model

@ Technology

Training /
Acculturation

Al Trust &
Compliance

First level of governance / coordination, along
with high level, generic guidelines

Ad hoc, ex-ante, estimation of the business case

Al/Gen Al developed in silo, with multiple
frictions along the delivery lifecycle

Usage of off-the-shelf solutions
and legacy IT tools

ExCOM / top managers awareness

No structured approach

Strategic plan, incl. company specific guidelines,
pilot use cases, transformation roadmap

Comprehensive value tracking system deployed
to consolidate value of Al

End to end centralized delivery model in place,
enabling 5-month TTM between idea to MVP in
productions

Gen Al «sandbox » deployed, along with model
hub

Massive acculturation / training program for
managers and employees

Inventory of high-risk use cases
LLMOps to monitor use case accuracy

Transformative ambition defined on priority set
of core experiences / processes, with significant
impact on P&L

Business impact factored in BU P&L,
with new objectives set in terms of recurring
gains each year

Mature hub & spoke organizations, with
mutualized enablers at central level

«Fit for purpose » model management
Mature Gen Al platform
Advanced Agentic stack

Prompt academy, enabling continuous training
on specific uses cases / personas

Mature Al governance processes & tools, incl.
compliance, reliability and cybersecurity



WHILE POCS OF GEN Al DEMONSTRATED 30%+ PRODUCTIVITY
GAINS, COMPANIES ARE FACING

) @

Lack of structural
enablers for at scale
adoption
Technical support, tooling, Heterogeneity of
30+% and skilling practices & limited
Change mgmt. reusability
Individual level telemetry * Variety in work types e.g., ) L Y
Maturity Assessment legacy code translation, Non industr ’a!’ze d
maintenance, cloud models to build uses
Community migrations, etc. case
 Changing client tech . Balanced Make & Buy 5-10%
stacks and languages «  Balances Experiment &
» Lack of platform unicity Scale
Factory model

Pilot impact At-scale impact

THE EXAMPLE COMES FROM OUR EXPERIENCE IN DEPLOYING NEW PLATFORM IN GENAI IN SOFTWARE ENGINEERING BASED ON 20 CREDENTIALS

Company Confidential © Capgemini Invent 2024. All rights reserved | 12



EXPLORING

THE AGENTIC WAVE
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AGENTICAS A

THE STORY OF THE RED QUEEN RACE

Agentic Intelligent Industry | June 2025

"Reasoning" models

The emergence of a new

generation of generative Al
models capable of developing
iterative and complex reasoning

The holy grail here is planning,

i.e. taking reasoning to a horizon
detached from the context

In recent months, the progress of
Al has been more and more
dependent on what s called
"post-training”

Engineering is defined as the
creation of algorithms capable of
optimizing the behavior of
models according to the
objective pursued

AGENTIC AI'IS NOT A SINGLE
BREAKTHROUGH BUT

RLis key in all agentic product

It can navigate gigantic spaces of
action, adapt to subjective goals,
and even balance multiple goals.

4

Inference : a new market
Al agent can be nearly 2600
times more inferential
consuming than a conversational
agent

Inference cost has been divided
by 90% in the last 18 months

Barclays anticipates that the
inference market ("inference-as-
a-service") will represent 70% of
the cloud market for Al by 2027

Company Confidential © Capgemini 2025. All rights reserved | 14



AGENTICIS IS SPEEDING SO FACE, PLACING EVERY
COMPANY IN AN

What is driving progress in Al?

Cognitive labour from AT systems
increasing dramatically.

Algorithmic efficiency
in training

Training compute

Post-training
£
enhancements

GenAl for Il — February 2024

Models get better

and more efficient ...

Capabilities

Performance ( uracy and reliability)
improves on established m res.

Plus, qualitatively new abilities eme

Inference efficiency

Th ne performance level requires
less inference compute to run.

... and we have more
compute to run them.

Inference compute

Inference price across select benchmarks, 2022-24
Source: Epoch Al, 2025; Artificial Analysis, 2025 | Chart: 2025 Al Index report

® GPT-3.5 level+ in multitask language understanding (MMLU)
® GPT-4 level+ in code generation (HumanEval)
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Source: Stanford University HAI, “Artificial Intelligence Index Report 2025,” 2025.
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DO NOT OVERESTIMATE THE LENGTH OF TASK THAT A
SINGLE AGENT IS ABLE TO ASSUME

Length of tasks Al agents have been able to complete autonomously
80% success rate

=
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Source : METR https://arxiv.org/abs/2503.14499
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Agentic Al as an intelligence layer across the Intelligent Industry

Agentic Al moves beyond isolated automation. It introduces intelligent, autonomous agents that act, learn, and collaborate at every level - from individual

machines to complex enterprise-wide processes. This creates a scalable, interconnected intelligence layer that drives compounding value and transforms
operations.

Intelligent Smart

Intelligent Intelligent Intelligent
Products &  Asset Factory Supply Support &
Systems Chain Services
Higher-level multi agent Sl ZZ?Z —
systems coordinating I
across functions
L\_"-J;."
Multi agent systems to ) & . > 1Y
manage and optimize specific Design : AR ATy )
businegss rocegses = o & process |
P Agent
Agents directly interfacing Test N
with physical & knowledge Agent S MES g’zgr',g:;‘;’l Routing
< simulati agent ) Agent Agent
ystems imulation Machine
Agent agent Alert agent

Agentic Al leverages your core digital capabilities
Digital Twin | Connectivity 5G & Edge | Data & Al | Cloud | Cybersecurity

How Agentic Al is transforming the industrial world? | Intelligent Industry | April 2025

Company Confidential © Capgemini 2025. All rights reserved | 17



Al agents enable technical knowledge exploitation and operational action
in the physical world

@

TECHNICAL KNOWLEDGE
EXPLOITATION
1 p 3
ACCESS & USE OF INTERACTION WITH INTERACTION WITH
DOCUMENT OR DATA SYSTEMS EXPERTS OR CUSTOMERS

Facilitate communication
between systems and
human operators or clients

Facilitate interaction with
transactional systems and
simulation tools

Access, analyze, and
trigger decision based on
technical knowledge

« Requirements in
technical docs

« Automated reporting
on operational perf.
indicators

» Reconciliation of
supplier information

Digital world

 Evaluate # supplier
purchase orders over a
period

¢ Automate
transactional tasks
(e.g: Work order
release, PO
reconciliation, etc.)

* Run Analysis /
simulation.

How Agentic Al is transforming the industrial world? | Intelligent Industry | April 2025

« Assisting field service

operators

« Formulation of supplier

responses

« Answering customers

requests

PHYSICAL OPERATIONS
EXECUTION
4 5
FLOW ASSET
OPTIMIZATION SUPERVISION

Manage and optimize

operational Flows of goods

Inventory dispatch/
replenishment decision

Dynamic Production
planning decisions / re-
adjustments

Dynamic route
replanning

&

Monitor, maintain and
optimize industrial asset
performance

« Automated asset
parameter adjustment
(augmented PLC...)

- Automated control for
Facilities (buildings,
Controlroom, etc.)

5

AUTONOMOUS
PRODUCTS

Enable products and
systems to operate
independently

« Automated warehouse
& shop floor
operations (AGVs...)

« Autonomous Vehicles
(UAV, Cars, etc.)

- “Embedded-Agents” in
smart products,
interacting with a
connected ecosystem

Physical world

Company Confidential © Capgemini 2025. All rights reserved |



AGENTIC Al TO SPEED UP YOUR DATA MANAGEMENT JOURNEYS

Energy
Demand Asset portfolio
management
Higher share of

distributed and
intermittent
Renewables
based energy
endangers grid
stability

Multiple assets
portfolio across
sites —how to
manage them
better using
data?

IT-OT
Connectivity

Asset lifecycle

Mixing data from maximization

the IT world with

the OT world -is

essential to get
accurate real

time supervision

AQO are under
pressure to
extend lifespans
of their assets to
maximize Rol

Global warming
and weather
events increase
heat waves,
wildFires,
floods...

Must increase
the resiliency
and reliability

e

. 3

-

Move to Cloud

Emerging cloud
technologies &
storage
capabilities,
competitiveness
increase
amongst AOO

Edge
Computing
Exponential
growth of big Digital
data requires technologies
robust data have, or are
strategy & reaching
governance by maturity: loT,
utilizing power 5G, Al, RPA, AR,
of edge VR...
computing

LEVERAGING DATA FROM ASSET OPERATIONS & MAINTENANCE CAN PROVIDE SIGNIFICANT BENEFITS LEADING TO
IMPROVEMENTS IN PRODUCTION EFFICIENCIES, COST SAVINGS & PERFORMANCE IMPROVEMENTS

Intelligent Industry | Smart Plant | Smart Assets

Company Confidential © Capgemini Invent 2024. All rights reserved | 19



How to define your agentic Heat map ?

Your checklist

Structured

Controllable

The process has defined
start/end-points, can be
broken down into
repeatable steps.

The value delivered by the
process is high (by volume,
impact or both)

The process has systems &
data endpoints, even if
this data is unstructured.

The process follows
complexor
undocumented patterns
requiring reasoning.

The process is either
resilient to errors or can
integrate human
oversight.

Streamlined & valuable
implementation

©

Structured with clear
decision points

©

Highly valuable

High unitary impact & high

volume

©

Fully digitized

©

Documented, needs
advanced reasoning

©

Error-Resilient
Errors have low impact

Challenging
implementation

O

Can be structured for
agent compatibility

O

Valuable
High unitary impact or
high volume

O

Can be digitized
during the transformation

O

Undocumented, but
solvable by reasoning

O

Human-in-loop
controlling exceptions

Not feasible /
irrelevant
Implementation

N

Cannot be structured for

agent compatibility

N

Unvaluable
Limited volume & unitary
impact

N

Not digitizable

N

Documented
deterministic pattern

N

Errorintolerant & no
oversight capability

Applying these criteria, we can
assess the % of your process map
that could be transformed

—

Your Agentic
heat map
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Agentic Al value is delivered at the level of the detailed
process

L2 Process #1 L2 Process #2 L2 Process #3

Macro tasks H | | | | | | | | | |

Task Task Task Task Task Task Task Task Task Task

Humans [ [ q [ [ | g0 — ¢ [ [ [ [ ]
GenAl
Traditional Al/ML
Agentic Al

Connected

System
m

m

Human
supervisor

Connected
Tools

m

m

(T:gglr;eCted AGENT #1 AGENT #2 g;;:;ded AGENT #3 AGENT #4
Agent #1 Agent #2 Agent #3 Agent #4

> Role > Role > Role > Role

> Tasks » Tasks > Tasks > Tasks

> Tools » Tools > Tools > Tools

—® — Process as-Is
Revamped process with Agents

15%

of companies using Al

have actually redesigned
their core workflows to
capture full value from
the technology.

Source : Gartner 2024 Al readiness index



COMPANIES WILL NOT RELY
BUT RATHER ON

Maturity level

Level 0: No agent
involvement

Level 1: Al-assisted
(automation First)

Level 2: Al-
augmented
(decision-
augmenting Al)

Level 3: Al-
Integrated
(process-centric Al)

Level 4:
Independent
operation (multi-
agent Al teams)

Level 5: Fully
Autonomous (Self-
evolving systems)

Capabilities

No additional capabilities

Rule-based, basic automation
tools

Al agents support decision-
making, provide
recommendations and
enhance workflows

Semi-autonomous Al agents
handle complex tasks across
various functions

Al agents coordinate tasks
and make decisions together
to optimize business
functions in real time

Fully autonomous integrated
ecosystems run business
functions independently of
humans. Self-learning and
self-strategy setting
capabilities

Source: Capgemini Research Institute analysis.

GenAl for Il — February 2024

Human involvement

Fully handled by humans

High human involvement;
Al assists with predefined
workflows

Retains human control; Al
aids in optimizing insights
and processes

Lower human oversight;
routine tasks are
automated

Minimal human
intervention; strategic
oversight required for
complex scenarios

No human involvement
needed for operations;
strategic oversight for
compliance and
governance only

By 2028, one-quarter of processes within each
business function will be handled by Al agents with
Level 3 or higher autonomy

Inthe next 12
months

inthe next 1-3
years

Source: Capgemini Research Institute, Agentic Al, April 2025, N = 600 executives from
corporate functions.

Company Confidential © Capgemini 2024. All rights reserved | 22



The “workforce analogy” is there

We should consider agentic Al “as a wave of billions of Al immigrants.
They don't need visas. They don't arrive on boats.

They come at the speed of light. They'll take jobs.

They may seek power.

And no one’s talking about it. »




There are good reasons to support the analogy

At macro-economic level the effect of agentic Al on jobs will be comparable to the ones of
China shock in the 2000s (D Autor), highly dependent on the capacity of economic to
reposition itself leveraging augmentation rather than automation.

At company level, the workforce analogy will force you to :

Invite Al to his boardroom table

Avoid change blindness

Go deep at task level to redefine your workflows

Monitor the value created by your agentic products => decoupling topline and workforce
Determine the human in the loop to secure accountability

Consider the local impact on your pyramids

Review your core institutional knowledge

Frame your agentic solutions in terms of compliance and risks
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